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Version A 

 

The EITC is a refundable tax credit for low to moderate income working individuals and 
families administered through the income tax system. In 2010, 27.4 million tax filers 
received a total of $59.6 billion in EITC payments (Internal Revenue Service 2012, Table 
2.5).  In fact, the EITC is the largest poverty reduction program in the United States: 
almost 21 million American families received more than $36 billion in payments through 
the EITC in 2004.  The effects of responses to the EITC have been debated in the 
literature. Evidence on intensive-margin responses is mixed (Meyer and Rosenbaum 
1999, Bollinger, Gonzalez, and Ziliak 2009, Rothstein 2010). At the same time, several 
studies have shown that the EITC clearly increases labor force participation – the 
extensive-margin response (Eissa and Liebman 1996, Meyer and Rosenbaum 2001, 
Grogger 2003, Hotz and Scholz 2006, GelberandMitchell2012). Surveys show that the 
knowledge that working can yield a large tax refund is much more widespread than 
knowledge about the non-linear marginal incentives created by the EITC (Liebman 1998, 
Ross Phillips 2001, Romich and Weisner 2002, Smeeding, Ross Phillips, and O’Connor 
2002, Maag 2005). Thus, knowledge about the increased return to working diffused more 
quickly than knowledge about how to optimize on the intensive margin.  
 
The pattern of knowledge diffusion is consistent with a model of rational information 
acquisition, as re-optimizing in response to a tax reform on the extensive margin has first-
order (large) benefits, whereas reoptimizing on the intensive margin has second-order 
(small) benefits (Chetty 2012). Intensive-margin responses may therefore take more time 
to emerge. Our analysis contributes to the literature on estimating behavioral responses 
from non-linearities in the budget set and bunching at kink points (e.g., Hausman 1981, 
Saez 2010, Chetty et al. 2011, Kleven and Waseem 2012). As wage-earners cannot 
control earnings perfectly, the impact of taxes on the wage earnings distribution is diffuse 
and does not produce visible bunching at kinks. As a result, traditional non-linear budget 
set methods would again lead to the conclusion that taxation does not generate intensive- 
margin responses.  

Research on the impacts of tax policy must confront two important empirical challenges. 
First, it is difficult to find counterfactuals to estimate causal effects because federal tax 
policies often do not vary cross-sectionally, Second, many individuals respond slowly to 
tax changes because of inattention and other frictions. This makes it difficult to identify 
steady-state impacts from short-run changes in behavior around tax reforms. 
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In this paper, we overcome these challenges to show that prior studies of short-run 
responses to tax reforms may have underestimated the importance of intensive-margin 
responses. Recent work suggests that a lack of knowledge about changes in the tax code 
and other adjustment frictions can lead to sluggish adjustment of labor supply, especially 
on the intensive margin (Chetty 2012). We develop a new research design that overcomes 
these frictions, and find intensive- margin responses to taxation that are similar in 
magnitude to previously documented  

 
 
 
Version B 
 

 

A widely accepted view in the literature on labor supply is that income taxation leads to 
much larger responses on the extensive margin (participation) than on the intensive 
margin (hours of work or earnings conditional on working). This finding has important 
implications for understanding the macroeconomic impacts of taxation and for the 
optimal design of tax and transfer policies (e.g., Piketty and Saez 2012). In this paper, we 
show that prior studies of short-run responses to tax reforms may have underestimated 
the importance of intensive-margin responses. Recent work suggests that a lack of 
knowledge about changes in the tax code and other adjustment frictions can lead to 
sluggish adjustment of labor supply, especially on the intensive margin (Chetty 2012). 
We develop a new research design that overcomes these frictions, and find intensive- 
margin responses to taxation that are similar in magnitude to previously documented 
extensive-margin responses. 

Our research design is based on a simple idea: individuals with no knowledge of a tax 
policy’s marginal incentives behave as they would in the absence of the policy. Hence, 
we can identify the causal effect of a policy by comparing behavior across cities that 
differ in knowledge about the policy but are otherwise comparable. We apply this method 
to analyze the impacts of the Earned Income Tax Credit, the largest means- tested cash 
transfer program in the United States, on earnings behavior and inequality. We exploit 
fine geographical heterogeneity across ZIP codes by using data from U.S. population tax 
records spanning 1996-2009, which include over 75 million unique EITC eligible 
individuals with children and 1 billion observations on their annual earnings. 

Our empirical analysis proceeds in two steps. First, we develop a proxy for local 
knowledge about the marginal rate structure of the EITC. Ideally, one would measure 
knowledge directly using data on individuals’ perceptions of the EITC schedule. Lacking 
such data, we proxy for knowledge using the extent to which individuals manipulate their 
reported income to maximize their EITC refunds by reporting self-employment income. 
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Self-employed tax filers have a propensity to report income exactly at the first kink of the 
EITC schedule, the point that maximizes net tax refunds (Saez 2010). We show that the 
degree of “sharp bunching” by self-employed individuals at the first kink varies 
substantially across ZIP codes. For example, 6.5 percent of EITC claimants in Chicago, 
IL in 2008 are self-employed and report earnings exactly at the refund-maximizing level, 
com- pared with 0.6 percent in Rapid City, SD. Consistent with knowledge diffusion, 
bunching spreads across the country over time: the degree of bunching is almost three 
times larger in 2009 than in 1996. 

The key assumption needed to use sharp bunching as a proxy for knowledge about the 
EITC schedule is that individuals in low-bunching neighborhoods believe that the EITC 
has no impact on their marginal tax rates. We present two pieces of evidence supporting 
this assumption. First, we show that the spatial heterogeneity in bunching appears to be 
driven by differences in knowledge about the first kink of the EITC schedule. We find 
that those who move from low-bunching to high-bunching neighborhoods report incomes 
that yield larger EITC refunds on average after they move. In contrast, those who move 
from high-bunching to low-bunching neighborhoods experience no change in average 
EITC refunds after they move, consistent with learning and memory. More- over, we find 
that bunching is highly correlated with predictors of information diffusion, such as the 
density of EITC recipients and availability of professional tax preparers. Second, we 
show that individuals in low-bunching areas are unaware not just about the refund-
maximizing kink but about the EITC schedule more broadly. In particular, when 
individuals become eligible for a much larger EITC refund after having their first child, 
the distribution of their reported self-employment income remains virtually unchanged in 
low-bunching areas. 
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Version A 
 

This paper proposes a dynamic model of price adjustment.  Although prices are always 
changing, pricing decisions are not always based on current information. Information 
about macroeconomic conditions diffuses slowly because of either costs of acquiring 
information or costs of reoptimization. The dynamic patterns implied by the model 
resemble those from the Fischer [1977] contracting model, although long-term contracts 
have no role. In both models, past expectations of the current price level play a central 
role in inflation dynamics.  

In the proposed model, every firm sets its price every period, but firms gather information 
and recompute optimal prices slowly over time. In each period, a fraction of firms 
obtains new information about the state of the economy and computes a new path of 
optimal prices while other firms continue to set prices based on old plans and outdated 
information. We make an assumption about information arrival that is analogous to the 
adjustment assumption in the Calvo model: each firm has the same probability of being 
one of the firms updating their pricing plans, regardless of how long it has been since its 
last update.  

The model displays three related properties that are more consistent with accepted views 
about the effects of monetary policy. First, disinflations are always contractionary 
(although announced disinflations are less contractionary than surprise ones). Second, 
monetary policy shocks have their maximum impact on inflation with a substantial delay. 
Third, the change in inflation is positively correlated with the level of economic activity. 

An advantage of this model is that it more naturally justifies the widely assumed time-
contingent adjustment process. If firms have sticky prices because of menu costs but are 
always collecting information and optimizing in response to that information, then it is 
natural to assume state-contingent adjustment. Dynamic models of state-contingent 
adjustment, however, often yield empirically implausible results; Caplin and Spulber’s 
[1987] conclusion of monetary neutrality is a famous example. By contrast, if firms face 
costs of collecting information and choosing optimal plans, then it is more natural to 
assume that their adjustment process is time-contingent. Price setters cannot react 
between scheduled adjustments, because they are not collecting the information and 
performing the calculations necessary for that purpose. 
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The dynamic effects of aggregate demand on output and inflation remain a theoretical 
puzzle for macroeconomists. In recent years, much of the literature on this topic has used 
a model of time-contingent price adjustment. This model, often called “the new 
Keynesian Phillips curve,” builds on the work of Taylor [1980], Rotemberg [1982], and 
Calvo [1983]. As the recent survey by Clarida, Gali, and Gertler [1999] illustrates, this 
model is widely used in theoretical analysis of monetary policy. McCallum [1997] has 
called it “the closest thing there is to a standard specification.” 

Yet there is growing awareness that this model is hard to square with the facts. Ball 
[1994a] shows that the model yields the surprising result that announced, credible 
disinflations cause booms rather than recessions. Fuhrer and Moore [1995] argue that it 
cannot explain why inflation is so persistent. Mankiw [2001] notes that it has trouble 
explaining why shocks to monetary policy have a delayed and gradual effect on inflation. 
These problems appear to arise from the same source: although the price level is sticky in 
this model, the inflation rate can change quickly. By contrast, empirical analyses of the 
inflation process (e.g., Gordon [1997]) typically give a large role to “inflation inertia.” 

This paper proposes a new model to explain the dynamic effects of aggregate demand on 
output and the price level. The essence of the model is that information about 
macroeconomic conditions diffuses slowly through the population. This slow diffusion 
could arise because of either costs of acquiring information or costs of reoptimization. In 
either case, although prices are always changing, pricing decisions are not always based 
on current information. We call this a sticky-information model to contrast it to the 
standard sticky-price model on which the new Keynesian Phillips curve is based. 

To formalize these ideas, we assume that each period a fraction of the population updates 
itself on the current state of the economy and computes optimal prices based on that 
information. The rest of the population continues to set prices based on old plans and 
outdated information. Thus, this model combines elements of Calvo’s [1983] model of 
random adjustment with elements of Lucas’ [1973] model of imperfect information. 

The implications of our sticky-information model, however, are closer to those of 
Fischer’s [1977] contracting model. As in the Fischer model, the current price level 
depends on expectations of the current price level formed far in the past. In the Fischer 
model, those expectations matter because they are built into contracts. In our model, they 
matter because some price setters are still setting prices based on old decisions and old 
information. 
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Are Technology Improvements Contractionary? 

 
By Susanto Basu, John G. Fernald, and Miles S. Kimball1 

 
 
 
 

Yes. We construct a measure of aggregate technology change, controlling for aggregation 
effects, varying utilization of capital and labor, nonconstant returns, and imperfect 
competition. On impact, when technology improves, input use and nonresidential investment 
fall sharply. Output changes little. With a lag of several years, inputs and investment return to 
normal and output rises strongly. The standard one-sector real-business-cycle model is not 
consistent with this evidence. The evidence is consistent, however, with simple sticky-price 
models, which predict the results we find: when technology improves, inputs and investment 
generally fall in the short run, and output itself may also fall.  

 
 
When technology improves, does employment of capital and labor rise in the short run? 
Although standard frictionless real-business cycle (RBC) models generally predict that 
they do, other macroeconomic models predict the opposite. For example, sticky-price and 
imperfect-information models often predict that technology improvements cause 
employment to fall in the short run, when prices are fixed, but rise in the long run, when 
prices change. These models also imply that technology improvements could, by 
reducing short-run investment demand, cause a short-run decline in output as well as 
inputs. Hence, correlations among technology, inputs, investment, and output shed light 
on the merits of different business-cycle models. 
 
Measuring these correlations requires an appropriate measure of aggregate technology. 
We construct such a series by controlling for nontechnological effects in aggregate total 
factor productivity (TFP): varying utilization of capital and labor, nonconstant returns 
and imperfect competition, and aggregation effects.1 “Purified” technology varies about 
half as much as TFP. Technology shocks appear permanent and do not appear serially 
correlated. 
 
We find that technology improvements reduce total hours worked within the year, but 
increase hours with a lag of up to two years. Output changes little on impact, but 
increases strongly thereafter. Nonresidential investment falls sharply on impact before 
rising above its steady-state level. Household spending (especially durable consumption 
and residential investment) rises on impact and rises further with a lag. Thus, after a year 
or two, the response to our estimated technology series more or less matches the 
predictions of the standard, frictionless RBC model. But the short-run effects do not.

                                                
1 Susanto Basu, John G. Fernald, Miles S. Kimball. 2006. "Are Technology Improvements 
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Do Matching Frictions Explain Unemployment? Not in Bad Times 

By Pascal Michaillat2 
 
 

This paper proposes a search-and-matching model of unemployment in which jobs are 
rationed: the labor market does not clear in the absence of matching frictions. This job 
shortage arises in an economic equilibrium from the combination of some wage rigidity and 
diminishing marginal returns to labor. In recessions, job rationing is acute, driving the rise in 
unemployment, whereas matching frictions contribute little to unemployment. Intuitively in 
recessions, jobs are lacking, the labor market is slack, recruiting is easy and inexpensive, so 
matching frictions do not matter much. In a calibrated model, cyclical fluctuations in the 
composition of unemployment are large. 

 
 
The long queues of unemployed workers at job bureaus and factory gates observed 
during the Great Depression suggest that jobs are lacking in recessions, irrespective of 
frictions in matching unemployed workers to recruiting firms. Existing search-and-
matching models of unemployment, either with bargained wages as in Pissarides (2000) 
or with rigid wages as in Hall (2005a), converge asymptotically to full employment when 
matching frictions disappear, which makes these models inadequate to study recessionary 
unemployment. In contrast, this paper proposes a search-and-matching model in which 
jobs are rationed in recessions: the labor market does not clear at the limit where 
matching frictions are absent. By constructing a model in which job rationing arises in 
equilibrium in a frictional labor market, one can begin to understand its macroeconomic 
implications more rigorously. 
 

The distinctive feature of the model is that in recessions, jobs are rationed in the sense 
that some unemployment remains in the absence of matching frictions. Rationing 
unemployment measures the shortage of jobs in the absence of matching frictions, and 
frictional unemployment measures additional unemployment attributable to matching 
frictions. In existing models, all unemployment is frictional at any point of the business 
cycle. In expansions, all unemployment is also frictional in my model. The fundamental 
property of my model, and its point of departure from existing models, is that in 
recessions rationing unemployment increases and drives the rise in total unemployment, 
while frictional unemployment decreases. A related property is that, instead of remaining 
constant over the business cycle as in existing models, the positive effect of a marginal 
reduction in matching frictions on unemployment decreases sharply in recessions. The 
macro economic implication is that, even though the labor market always sees vast flows 
of jobs and workers and a great deal of matching activity, recessions are periods of acute 

                                                
2 Michaillat, Pascal. 2012. "Do Matching Frictions Explain Unemployment? Not in Bad Times." American 
Economic Review, 102(4): 1721–50. 
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job shortage during which matching frictions have little influence on labor market 
outcomes. 

To embed job rationing in a labor market with matching frictions, this paper builds on the 
Pissarides (2000) model by relaxing two key assumptions: completely flexible wages and 
constant marginal returns to labor, which impose a horizontal aggregate demand for 
labor. These assumptions are critical because either implies that the economy would be at 
full employment absent matching frictions. Specifically, large firms post vacancies to 
hire new workers in response to exogenous job destruction and technology shocks. 
Recruiting is costly because of matching frictions. It is especially so in expansions, when 
the labor market is tight as firms post many vacancies filled from a small pool of 
unemployed workers. Firms face diminishing marginal returns to labor; therefore the 
aggregate demand for labor is downward- sloping. Wages are rigid as they do not adjust 
as much as technology. Wages, how- ever, respect the private efficiency of worker-firm 
matches because they remain in the interval between the flow value of unemployment 
and the marginal product of labor, and do not cause the inefficient destruction of worker-
firm matches, generating a positive bilateral surplus. 
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The Economic Returns to Social Interaction: Experimental 
Evidence from Microfinance 

By Benjamin Feigenberg, Erica Field and Rohini Pande3 

 

We exploit random variation in the meeting frequency of microfinance groups during their 
first loan cycle to show that more frequent meeting is associated with long-run increases in 
social interaction and lower default. Relative to clients who met on a monthly basis during 
their first loan, those who met weekly are three and a half times less likely to default on their 
subsequent loan. Experimental and survey evidence suggests that the decline is driven by 
improvements in informal risk-sharing that result from more frequent social interaction 
outside of meetings. These findings constitute the first experimental evidence on the 
economic returns to social interaction, and provide evidence on an alternative theory for the 
success of the classic group lending model in reducing default risk. 

 

Social capital, famously defined by Putnam (1993) as “features of social organization, 
such as trust, norms and networks, that can improve the efficiency of society by 
facilitating coordinated actions,” is thought to be particularly valuable in low-income 
countries where formal insurance is largely unavailable and institutions for contract 
enforcement are weak. Since economic theory suggests that repeat interaction among 
individuals can help build and maintain social capital, encouraging interaction may be an 
effective tool for development policy. Indeed, numerous development assistance 
programs emphasize social contact among community members under the assumption of 
significant economic returns to regular interaction. But can simply inducing individuals 
to interact more often actually facilitate economic cooperation? 

Rigorous evidence on the economic returns to social interaction remains limited, largely 
due to the difficulty of accounting for endogenous social ties (Manski, 1993, 2000). For 
instance, if more trustworthy individuals or societies are characterized by denser social 
networks, we cannot assign a causal interpretation to the positive association between 
community-level social ties and public goods provision. Neither, in this case, can we 
assign a causal interpretation to the higher levels of cooperation observed among friends 
relative to strangers in laboratory public goods games. In short, without randomly varying 
social distance, it is difficult to validate the basic model of returns to repeat interaction 
and even harder to determine whether small changes in social contact can produce 
tangible returns. 

The first contribution of this paper is to undertake exactly this exercise. By randomly 
varying how often individuals meet, we are able to provide the first rigorous evidence of 
economic returns to repeat social interaction. We do so in the context of a development 
program that emphasizes group interaction: microfinance. In the typical “Grameen 
                                                
3 Benjamin Feigenberg, Erica Field and Rohini Pande. “The Economic Returns to Social Interaction: 
Experimental Evidence from Microfinance.” 2011. February. 
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Bank”-style microfinance program, clients meet weekly in groups to make loan 
payments. Our experiment introduced exogenous variation in social interaction by 
randomly assigning one hundred first-time borrower groups of a typical microfinance 
institution (MFI) in India to meet either once per week (weekly groups) or once per 
month (monthly groups) throughout their ten-month loan cycle. Using administrative and 
survey data collected more than a year after the experiment ended, we then study the 
effect of short-run in- creases in mandatory group meetings on long-run social contact 
between individual group members and on subsequent financial transfers and rates of 
default on future loans. 

By linking changes in interaction to changes in default, our second contribution is to shed 
new light on the mechanism through which the classic microfinance loan contract reduces 
credit risk. In particular, microfinance has had remarkable success achieving very high 
repayment rates on collateral-free loans to poor individuals, as recognized for instance by 
the awarding of the Nobel Peace Prize to the founder of the Grameen Bank. The key to 
mitigating default risk in microfinance is almost universally emphasized to be the use of 
joint-liability contracts. However, recent experimental evidence suggests that joint 
liability per se has little impact on default (Gine and Karlan, 2009), raising anew the 
question of how exactly group lending achieves risk reduction without collateral.
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A Contribution To The Empirics Of Economic Growth 

By N. Gregory Mankiw, David Romer, David N. Weil4 

 

This paper examines whether the Solow growth model is consistent with the international 
variation in the standard of living. It shows that an augmented Solow model that includes 
accumulation of human as well as physical capital provides an excellent description of the 
cross-country data. The paper also examines the implications of the Solow model for 
convergence in standards of living, that is, for whether poor countries tend to grow faster than 
rich countries. The evidence indicates that, holding population growth and capital 
accumulation constant, countries converge at about the rate the augmented Solow model 
predicts. 

 

This paper takes Robert Solow seriously. In his classic 1956 article Solow proposed that 
we begin the study of economic growth by assuming a standard neoclassical production 
function with decreasing returns to capital. Taking the rates of saving and population 
growth as exogenous, he showed that these two variables determine the steady-state level 
of income per capita. Because saving and population growth rates vary across countries, 
different countries reach different steady states. Solow's model gives simple testable 
predictions about how these variables influence the steady-state level of income. The 
higher the rate of saving, the richer the country. The higher the rate of population growth, 
the poorer the country. 

This paper argues that the predictions of the Solow model are, to a first approximation, 
consistent with the evidence. Examining recently available data for a large set of 
countries, we find that saving and population growth affect income in the directions that 
Solow predicted. Moreover, more than half of the cross-country variation in income per 
capita can be explained by these two variables alone. 

Yet all is not right for the Solow model. Although the model correctly predicts the 
directions of the effects of saving and population growth, it does not correctly predict the 
magnitudes. In the data the effects of saving and population growth on income are too 
large. To understand the relation between saving, population growth, and income, one 
must go beyond the textbook Solow model. 

We therefore augment the Solow model by including accumulation of human as well as 
physical capital. The exclusion of human capital from the textbook Solow model can 
potentially explain why the estimated influences of saving and population growth appear 
too large, for two reasons. First, for any given rate of human-capital accumulation, higher 
saving or lower population growth leads to a higher level of income and thus a higher 
level of human capital; hence, accumulation of physical capital and population growth 
                                                
4 N. Gregory Mankiw, David Romer, David N. Weil. 1992. “A Contribution To The Empirics Of 
Economic Growth.” Quarterly Journal of Economics, 107 (2): 407-437. 
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have greater impacts on income when accumulation of human capital is taken into 
account. Second, human-capital accumulation may be correlated with saving rates and 
population growth rates; this would imply that omitting human-capital accumulation 
biases the estimated coefficients on saving and population growth. 

To test the augmented Solow model, we include a proxy for human-capital accumulation 
as an additional explanatory variable in our cross-country regressions. We find that 
accumulation of human capital is in fact correlated with saving and population growth. 
Including human-capital accumulation lowers the estimated effects of saving and 
population growth to roughly the values predicted by the augmented Solow model. 
Moreover, the augmented model accounts for about 80 percent of the cross- country 
variation in income. Given the inevitable imperfections in this sort of cross-country data, 
we consider the fit of this simple model to be remarkable. It appears that the augmented 
Solow model provides an almost complete explanation of why some countries are rich 
and other countries are poor. 

After developing and testing the augmented Solow model, we examine an issue that has 
received much attention in recent years: the failure of countries to converge in per capita 
income. We argue that one should not expect convergence. Rather, the Solow model 
predicts that countries generally reach different steady states. We examine empirically the 
set of countries for which nonconvergence has been widely documented in past work. We 
find that once differences in saving and population growth rates are accounted for, there 
is convergence at roughly the rate that the model predicts. 

Finally, we discuss the predictions of the Solow model for international variation in rates 
of return and for capital movements. The model predicts that poor countries should tend 
to have higher rates of return to physical and human capital. We discuss various evidence 
that one might use to evaluate this prediction. In contrast to many recent authors, we 
interpret the available evidence on rates of return as generally consistent with the Solow 
model. 

Overall, the findings reported in this paper cast doubt on the recent trend among 
economists to dismiss the Solow growth model in favor of endogenous-growth models 
that assume constant or increasing returns to scale in capital. One can explain much of the 
cross-country variation in income while maintaining the assumption of decreasing 
returns. This conclusion does not imply, how- ever, that the Solow model is a complete 
theory of growth: one would like also to understand the determinants of saving, 
population growth, and worldwide technological change, all of which the Solow model 
treats as exogenous. Nor does it imply that endogenous-growth models are not important, 
for they may provide the right explanation of worldwide technological change. Our 
conclusion does imply, however, that the Solow model gives the right answers to the 
questions it is designed to address. 
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Colonialism, Policy and Prosperity: Land Tenure Systems in 
Guyana 

 
1. Introduction  

 
The paper is structured as follows: section 2 describes the historical background and 
the land tenure system under British rule. We discuss the reasons why the tenure 
system varies from district to district and argue that the choice of tenure system can 
be reasonably regarded as a source of exogenous variation. Section 3 outlines 
different mechanisms through which historical land tenure might affect long-term 
outcomes; sections 4 and 5 describe our data and empirical strategy. Our empirical 
results are described in section 6 and 7. Section 8 summarizes results on human 
capital investments and section 9 concludes. 
 
 
 

2. Historical Background 
 
2.1. British Control 

 
2.2. Pre-British and British Systems of Land Revenue 

 
2.3. Choice of Land Revenue System 

 
2.4. Exogeneity  

 
We will be comparing agricultural investment and productivity between 
landlord-based and non- landlord systems. Our strategy might give biased 
results if the British decision of which land tenure system to adopt depended on 
other characteristics of the area in systematic ways. 
 
 

2.5. Post-independence developments in land policy 
 
 

 
 
 

3. Why should the historical land system matter? 
 

Why would we expect investment and productivity outcomes to differ between 
areas having greater or lesser extent of landlord control? Why would these 
differences persist and not be wiped out as soon as the landlord class is 
abolished? In this section we list some reasons why this might be so, and outline 
some strategies to examine these channels. 
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4. Data 

 
 
 

5. Empirical Strategy 
 
 
 
6. Differences between landlord and non-landlord areas 

 
6.1. Differences in geography 
6.2. Differences in agricultural investment and productivity 
6.3. Results using binary measures of non-landlord control 
6.4. Results using instrumental variables 
6.5. Results for neighboring districts 
6.6. Agricultural productivity in the Colonial period 
6.7. Does land tenure have an independent effect on productivity? 

 
 
 
7. How does history matter? 

 
In this section, we consider three channels through which the historical non-
landlord proportion might affect outcomes today. 

 
 

7.1. Impact of technology adoption 
7.2. Impact of historical inequality 
7.3. Impact of state policies 
 
 
 

8. Human capital investments and outcomes 
 
 
9. Conclusion 
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The Regulation of Land Markets: Evidence from Tenancy Reform 
in Guyana  

 

1. Introduction 
 

This paper is organized as follows: Section 2 provides background on the natural 
experiment, including the district reorganization that we exploit to create our 
natural experiment. Section 3 lays out a theoretical framework which we use to 
generate predictions about tenancy reform which we take to the data. Section 4 
introduces the data and discusses the empirical strategy. Section 5 provides the 
empirical results and Section 6 concludes. 

 
 
 

2. Background  
 

In this section we provide three types of background information relevant for our 
analysis. First, we show how the district reorganization of 1921 can be used to 
create our natural experiment. Second, we outline the twin tenancy reforms that 
we will analyze. Third, we describe the so-far mixed evidence on the effects of 
tenancy reform. 

 
 
2.1. District Reorganization in Guyana 
2.2. Tenancy Reform in Guyana 
2.3. Existing Evidence 
 
 

 
3. Conceptual Framework 

 
We develop a model which motivates our empirical specification. As argued 
above, the tenancy reforms can best be conceptualized as strengthening the rights 
of tenants. To capture the impact of this in theory, we develop a model which 
features landowners lacking skill to farm land directly and thus choosing whether 
to sell or rent their land. We consider the impact of a reform which allows tenants 
to capture a larger fraction of the surplus generated by land. While this makes 
tenants better off, landowners may choose to sell more land.   This can have an 
effect on patterns of land ownership, labor demand and wages. 
 

 
3.1. Basics 
3.2. Equilibrium 
3.3. Tenancy Reform 
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4. Data and Empirical Strategy 

 
Our analysis makes use of multiple datasets. We describe these below and then 
provide a justification for our empirical strategy. 

 
 
4.1. Data 
 

4.1.1. Tenancy Reform Data 
4.1.2. Household and Village Survey 
 

4.2. Identification Strategy 
 
 
 

5. Results 
 

We present three sets of findings. First, we examine the impact of tenancy reform 
on land inequality. Second, we evaluate the impact by ethnicity. Third, we 
examine labor supply and wage outcomes. To explore the robustness of the 
results, we then perform some placebo tests. 
 

 
Overall Land Inequality 
Land Inequality by Ethnicity  
Labor Demand and Wages 
Placebo tests 
Summary:    Taken together, these results suggest an impact of 
tenancy reform which is consistent with the theoretical model laid 
out in the last section. There is a fall in overall inequality, with 
land ownership increasing among indigenous households. On the 
other hand, there is greater supply of labor among minority 
households who are less likely to be tenants or landowners after 
land reform. In addition, agricultural wages have increased. 
Placebo tests indicate that these shifts are not attributable to other 
policies that may have varied at the district level. 

6. Conclusions 
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Version A 

 

The model is of the form: 

Yip =βRip +γp +εip (7) 

where Yip is a measure of inequality of land distribution in village i in block pair p; Rip is 
the number of tenancy reforms, and γp is a fixed effect for the block pair in which village 
i lies. There are 522 villages included. 

The Gini and the GE(1) coefficient is -.009 and -.018 (columns 1 and 2). A decrease in 
the inequality index of nearly 15%, would result from the mean level of tenancy reform. 
A village that was at the median (65th percentile) of inequality across all villages would 
be at the 35th percentile (median) of inequality. 

Columns (3) and (4) show that the proportionate decrease on the percentile land ratios is 
larger, 4% and 6% respectively for a marginal tenancy reform event.  

There is relatively more compression in the ratio of land owned by the 75th percentile 
relative to the 25th percentile as compared to the ratio between the 90th relative to the 
10th percentiles.  The implied decrease in the 75-25 ratio for a village at the mean level 
of land reform would move it from the median level of inequality across all villages t 
below the minimum level. 

Between-caste group inequality, GEb(a), is derived.  It is  assumed that every person 
within a given caste group owns the mean quantity of land in that caste group, lk. Column 
(5) shows a coefficient of   -.014 in between-caste group inequality.  

We assess whether tenancy reform had an impact on land distribution. Tenancy reform 
had a negative and strongly significant effect on overall inequality in land distribution.  
This is measured in different ways.  

Thus, the model predicts that overall land inequality should fall in villages that have 
experienced tenancy reform. The bulk of the redistribution is occurring in the middle of 
the asset distribution.  

We also decompose the GE(1) index to evaluate between-caste group inequality, denoted 
as BC(1). Perhaps most surprisingly, tenancy reform has no significant effect on overall 
landlessness. The primary beneficiaries of reforms are not the poorest, landless 
households (column 6). 

Table 4 shows regressions employing as the dependent variable a dummy variable for 
participation in paid agricultural and non-agricultural labor at the individual level, the 
agricultural and construction wage as reported at the village level, and the number of 
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factories as reported at the village level.  

For the regressions employing individual participation in paid agricultural and non-
agricultural labor, we estimate equation (9), used in previous specifications. 

Column (1) shows that there is a 1% increase in participation in paid agricultural labor 
with each tenancy reform. The base probability is 17%. Column (2) shows that, for 
SC/ST households, the increase is more than twice as big. 

Columns (3) and (4) look at non-agricultural labor. The largest decline is for OBC 
households (presumably because they are substituting into own cultivation). It is 
substantial for SC/ST households (who seem likely to be substituting into agricultural 
labor). 

Columns (5) and (6) examine the impact on wages. The daily agricultural wage increases 
around 7% with each episode of land reform, or by 47% at the mean level of land reform. 
An increase in the wage is consistent with the results reported by Besley & Burgess 
(2000), and consistent with prediction of our model when φ > 1.  

The increase in the construction wage can be explained by a leftward shift in the supply 
curve for non-agricultural labor. Thus, the model predicts that labor demand and wages 
will be affected by tenancy reform. Tenancy reform increases participation in paid 
agricultural labor.  

On average, there is a decline in the probability of paid non-agricultural labor. Both the 
agricultural and construction wage are increased by tenancy reform.   

Results show that that there is no significant effect of land reform on the number of 
factories in the village, though the magnitude of the coefficient is substantial.  Thus, the 
results here suggest, albeit tentatively, that the demand effect dominates.  

This is in contrast to other papers that have found that rural industrialization growth is 
largest in areas where growth in agricultural productivity has been low (Foster & 
Rosenzweig 2004). 
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Version B 

 

We present three sets of findings. First, we show that, as the model predicts, land 
inequality decreases with tenancy reform. Second, tenancy reform does have varying 
impacts by sub-group according, depending on how each group is placed to purchase 
land. Third as the model predicts, labor demand and wages are affected by tenancy 
reform. To explore the robustness of the results, we then perform some placebo tests. 

 

Overall Land Inequality The model predicts that overall land inequality should fall in 
villages that have experienced tenancy reform. To assess whether tenancy reform had an 
impact on land distribution, our primary equation of interest is of the form: 

Yip =βRip +γp +εip (7) 

where Yip is a measure of inequality of land distribution in village i in block pair p; Rip is 
the number of tenancy reforms, and γp is a fixed effect for the block pair in which village 
i lies. There are 522 villages included. 

The results in Panel A of Table 2 show that tenancy reform had a negative and strongly 
significant effect on overall inequality in land distribution measured in different ways. 
Moreover, the effect of tenancy reform on aggregate measures such as the Gini and the 
GE(1) coefficient is substantial (columns 1 and 2). The mean level of tenancy reform 
would result in a decrease in the inequality index of nearly 15%. A decrease in the Gini 
coefficient of this magnitude would move a village that was at the median of inequality 
across all villages to the 35th percentile of inequality, or move a village from the 65th 
percentile of inequality to the median. 

We also decompose the GE(1) index to evaluate between-caste group inequality, denoted 
as BC(1). Between-caste group inequality, GEb(a), is derived assuming every person 
within a given caste group owns the mean quantity of land in that caste group, lk. Column 
(5) shows a significant decrease in between-caste group inequality. Perhaps most 
surprisingly, tenancy reform has no significant effect on overall landlessness, a result that 
again indicates the primary beneficiaries of reforms are not the poorest, landless 
households (column 6)…. 

Land Inequality by Caste We now use the variant of the model which allowed γ to vary 
by caste sub-group to explore how land distribution changes and economic changes 
varies by caste. In particular, the model suggests that tenancy reform should have an 
impact differentially by sub-group according to whether each group is better placed to 
purchase land…. 
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Labor Demand and Wages The model predicts that labor demand and wages will be 
affected by tenancy reform. Table 4 shows regressions employing as the dependent 
variable a dummy variable for participation in paid agricultural and non-agricultural labor 
at the individual level, the agricultural and construction wage as reported at the village 
level, and the number of factories as reported at the village level. For the regressions 
employing individual participation in paid agricultural and non-agricultural labor, we 
estimate equation (9), used in previous specifications. 
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have a significant number of self-employed workers, suggesting that there are many con-
duits for diffusion of knowledge between the two groups.

III. Neighborhood Variation in Bunching and EITC Knowledge

In this section, we develop a proxy for local knowledge about the EITC in four steps.
First, we document sharp bunching at the first kink of the EITC schedule by self-employed
individuals in the aggregate income distribution. Second, we show that the degree of
sharp bunching varies significantly across neighborhoods. Third, we show that much
of this spatial variation appears to be driven by differences in knowledge about the
refund-maximizing kink of the EITC schedule. Finally, we show that individuals in
low-bunching areas are unaware not only of the refund-maximizing kink but behave as
if the EITC does not affect their marginal tax rates at all income levels. Together, the
results in this section establish that self-employed sharp bunching is a proxy for local
knowledge that satisfies Assumption 1 above.

A. Aggregate Distributions: Self-Employed vs. Wage Earners

Figure 1a plots the distribution of total earnings for EITC claimants in 2008 using
our cross-sectional analysis sample. The distribution is a histogram with $1,000 bins
(centered around the first kink of the EITC schedule). We plot separate distributions
for EITC filers with one and two or more children, as these individuals face different
EITC schedules, as depicted in the figures. Both distributions exhibit sharp bunching at
the first kink point of the corresponding EITC schedule, the point that maximizes tax
refunds net of other income tax liabilities (such as payroll taxes). This sharp bunching
shows that the EITC induces significant changes in reported income, confirming Saez’s
(2010) findings using public use samples.
Figure 1b replicates Figure 1a restricting the sample to wage-earners, defined as tax-

payers who report zero self-employment income in a given year. In this figure, there is
no sharp bunching at the EITC kinks, implying that all the sharp bunching in Figure 1a
is due to the self-employed. However, one cannot determine from Figure 1b whether
the EITC has an impact on the wage earnings distribution because the impact for wage-
earners is likely to be much more diffuse because they cannot control their earnings
perfectly due to frictions (Chetty et al. 2011).
We identify the diffuse impacts of the EITC on the wage earnings distribution using the

research design in Section I. To implement the approach empirically, we interpret sharp
bunching among the self-employed as a measure of manipulation in total earnings (ẑi in
the model) and wage earnings reported on W-2’s as true earnings (zi ). Because wage
earnings are double reported by employers to the IRS on W-2 forms, individuals have
little scope to misreport wage earnings.12 In contrast, there is no systematic third-party
reporting of self-employment income. Random audits from IRS compliance studies find
that more than 80 percent of small informal businesses misreport income. In contrast,

12Misreporting wage earnings requires collusion between employers and employees. We verify that our results hold
in the subgroup of workers at firms with more than 100 employees, where such collusion is unlikely.
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compliance rates for wage earnings exceed 98 percent (Internal Revenue Service 1996,
Table 3). Consistent with these results, tabulations using audit data from the 2001 Na-
tional Research Program show that the majority of the sharp bunching at the first kink
of the EITC schedule among the self-employed is due to non-compliance (Chetty et al.
2012). The degree of sharp bunching in the post-audit total earnings distribution is less
than half that in Figure 1a. In contrast, misreporting among wage-earners is negligible
even around the refund-maximizing region of the schedule.
In the remainder of this section, we focus on total earnings (ẑi ) and analyze variation

across neighborhoods in the degree of self-employed sharp bunching at the first kink of
the EITC schedule.

B. Spatial Heterogeneity in Sharp Bunching

We analyze spatial heterogeneity at the level of three-digit ZIP codes, which we refer
to as ZIP-3s.13 We define the degree of sharp bunching in a ZIP-3 c in year t , denoted by
bct , as the percentage of EITC claimants with children who report total earnings within
$500 of the first EITC kink and have non-zero self employment income. Note that this
definition incorporates both intensive and extensive margin changes in reporting self-
employment income. Thus, part of the variation in bunching across areas is driven by
differences in rates of reporting self-employment income, some of which is endogenous
to knowledge about the EITC as we show below.14
Figure 2 illustrates the spatial variation in bct in 2008 across the 899 ZIP-3s in the

United States. To construct this figure, we divide the raw individual-level cross sectional
data in 2008 into 10 deciles based on bct , so that the deciles are population-weighted
rather than ZIP-3 weighted. Higher deciles are represented with darker shades on the
map. There is substantial dispersion in self-employed sharp bunching across neighbor-
hoods. For example, bunching rates are below 0.75 percent in most of North and South
Dakota, but exceed 4 percent in parts of Texas and Florida. While some of the variation
in bunching occurs at a broad regional level – for example, bunching is greater in the
South – there is considerable variation even within nearby areas. The Rio Grande Valley
in Southern Texas has self-employed sharp bunching of bct = 6.6 percent; in contrast,
Corpus Christi, TX, which is 150 miles away, has bunching of bct = 2.5 percent.
Appendix Figure 3 replicates Figure 2 for earlier years to illustrate variation over time.

We divide the observations into deciles after pooling all years of the sample, so that the

13Standard (5 digit) ZIP codes are typically too small to obtain precise estimates of income distributions. Common
measures of broader geographical areas such as counties or MSA’s are more cumbersome to construct in the tax data or
do not cover all areas. There are 899 ZIP-3s in use in the continental United States, shown by the boundaries in Figure
2. ZIP-3 are typically (but not always) contiguous and are smaller in dense areas. For example, in Boston, the 021 ZIP-3
covers roughly the same area as the metro area’s subway system.
14We have assessed the robustness of our results to several alternative measures of sharp bunching, including (a)

defining the denominator using only self-employed individuals rather than the full population to eliminate variation
arising from differences in self-employment rates; (b) defining narrower and wider bands than $500 around the kink;
and (c) calculating excess mass relative to a smooth polynomial fit as in Chetty et al. (2011), which provides a measure
of sharp bunching relative to the local density of the income distribution around the first kink. Because self-employed
bunching is so sharp (as shown in Figure 1), our results are essentially unchanged with these alternative definitions. As
an illustration, we replicate our main results using the definition in (a) in Appendix Figure 2.
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decile cut points remain fixed across years. In 1996, shortly after the EITC expanded to
its current form, sharp bunching was prevalent in a few areas with a high density of EITC
filers (southern Texas, New York City, and Miami). Bunching then spread throughout
the country and continues to rise in recent years, consistent with spatial diffusion of
knowledge. The mean sharp bunching rate in the U.S. rose from 0.97 percent in 1996 to
2.89 percent in 2009.
Note that there is virtually no sharp bunching in neighborhoods in the ZIP-3-by-year

cells that are in the bottom decile of the pooled 1996-2009 sample (see Appendix Figure
4). Hence, these neighborhoods provide a good counterfactual for behavior in the ab-
sence of the EITC if the absence of sharp bunching is due to a lack of knowledge about
the EITC.

C. Is the Variation in Bunching Driven by Knowledge?

We evaluate whether the differences in self-employed sharp bunching across ZIP-3s
are driven by differences in knowledge about the refund-maximizing kink of the schedule
using two tests. First, we analyze individuals who move across ZIP-3s and test for
learning. Second, we correlate bunching rates with proxies for the rate of information
diffusion and competing explanatory factors such as local tax compliance rates.15
Movers. Our hypothesis that the variation in bunching is driven by differences in knowl-
edge generates two testable predictions about the behavior of movers. The first is learn-
ing: individuals who move to a higher bunching area should learn from their neighbors
and begin to respond to the EITC themselves. The second is memory: individuals who
leave high bunching areas should continue to respond to the EITC even after they move
to a lower bunching area. The asymmetric impact of prior and current neighborhoods
distinguishes knowledge from other plausible explanations for the spatial variation in
bunching. For instance, variation in preferences or tax compliance rates across areas
would not directly predict that an individual’s previous neighborhood should have an
asymmetric impact on current behavior.
We implement these two tests using the movers sample defined in Section II, which

includes all individuals in our core sample who move across ZIP-3s at some point be-
tween 2000 and 2005. This sample includes 21.9 million unique individuals and 54
million observations spanning 1996-2009. We define the degree of bunching for prior
residents as the sharp bunching rate for individuals in the cross-sectional analysis sample
living in ZIP-3 c the year before the move. We then divide the ZIP-3-by-year cells into
deciles of prior residents’ bunching rates by splitting the individual-level observations in
the movers sample into ten equal-sized groups.
Figure 3a plots an event study of bunching for movers around the year in which they

move. To construct this figure, we define the year of the move as the first year a tax
return was filed from the new ZIP-3. We compute event time as the calendar year minus
the year of the move, so event year 0 is the first year the individual lives in the new ZIP-3.

15The most definitive test would be to measure knowledge directly using surveys across different neighborhoods.
Collecting more data on knowledge about tax policies across areas would be a very valuable direction for further work in
light of the results reported here.
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D. Perceptions of the EITC Schedule in Low-Bunching Areas

While the preceding evidence suggests that self-employed sharp bunching provides a
proxy for local knowledge about the first kink of the EITC schedule, it does not directly
establish that Assumption 1 holds. For instance, individuals who live in low-bunching
areas may perceive the EITC to be a flat subsidy at a constant rate or a smoothly varying
subsidy without kinks in the schedule. Such misperceptions would generate no bunch-
ing at the first kink but would imply that low-bunching areas do not provide a valid
counterfactual for behavior in the absence of the EITC. We now present evidence that
individuals in low-bunching areas actually appear to have no knowledge about the entire
EITC schedule and behave as if  = 0 on average when they become eligible for the
credit.
We assess the tax perceptions of individuals in the lowest-bunching decile by examin-

ing changes in the distribution of reported self-employment income around the birth of
a first child. As noted above, this event makes families eligible for a much larger EITC
refund and sharply changes marginal incentives. We implement this analysis using our
child birth sample, which includes approximately 15 million individuals from the core
sample who have their first child between 2000 and 2005. We classify individuals into
deciles of sharp bunching based on the level of bct , as measured from the cross-sectional
sample, in the ZIP-3 and year in which the child was born.
Figure 4a plots the distribution of total earnings among self-employed individuals in

the year before birth and the year of child birth. The distributions are scaled to inte-
grate to the total fraction of individuals reporting self-employment income in each group,
which varies across the groups as shown in Figure 4b below. The reported earnings dis-
tribution changes only slightly when individuals in the lowest-bunching decile have a
child. In contrast, the distribution of total reported income exhibits substantial concen-
tration at the first kink for individuals in the top-bunching decile.19 The fact that the total
earnings distribution remains virtually unchanged when individuals have a child in low-
bunching areas implies that they perceive no changes in marginal incentives throughout
the range of the EITC (rather than simply ignoring the first kink).
Figure 4b conducts an analogous test on the extensive margin by plotting the frac-

tion of individuals reporting self employment income by event year around child birth,
which is denoted by year 0. While there are clear trend breaks in the fraction reporting
self-employment income around child birth in higher-bunching areas, there is little or
no break around child birth in the lowest-bunching decile. Although we have no coun-
terfactual for how self-employment income would have changed around child birth in
low-bunching areas absent the EITC, we believe that the costs of manipulating reported
self-employment income are unlikely to change sharply around child birth. Hence, Fig-
ure 4b also supports the view that individuals in low-bunching areas perceive no change
in their incentives when they become eligible for the EITC. Provided that individuals

19To simplify the figure, we only plot the distribution of earnings in the year before the birth for households in low-
bunching neighborhoods. The pre-birth distribution in high bunching areas is similar to that in low-bunching areas; in
particular, it does not exibit any sharp bunching around the first kink of the EITC schedule.
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same way that bad money drives out the good). But the analogy 
with Gresham's law is not quite complete: bad cars drive out the 
good because they sell a t  the same price as good c a n ;  similarly, bad 
money drives out good because the exchange rate is even. But the 
bad cars sell a t  the same price as good cars since i t  is impossible 
for a buyer to tell the difference between a good and a bad car; 
only the seller knows. In  Gresham's law, however, presumably both 
buyer and seller can tell the difference between good and bad 
money. So the analogy is instructive, but not complete. 

B. Asymmetrical Information 
It has been seen that the good cars may be driven out of the 

market by the lemons. But in a more continuous case with different 
grades of goods, even worse pathologies can exist. For i t  is quite 
possible to have the bad driving out the not-so-bad driving out the 
medium driving out the not-so-good driving out the good in such 
a sequence of events that no market exists a t  all. 

One can assume that the demand for used automobiles depends 
most strongly upon two variables -the price of the automobile p 
and the average quality of used cars traded, p, or Q d =  D (p, p). Both 
the supply of used cars and also the average quality p will depend 
upon the price, or p= p (p) and S= S(p) . And in equilibrium the 
supply must equal the demand for the given average quality, or 
S(p)  =D(p ,  p(p) ) .  As the price falls, normally the quality will 
also fall. And i t  is quite possible that no goods will be traded at 
any price level. 

Such an example can be derived from utility theory. Assume 
that there are just two groups of traders: groups one and two. Give 
group one a utility function 

(I 

U l = M +  2 ~4 
i- 1 

where M is the consumption of goods other than automobiles, x, 
is the quality of the ith automobile, and n is the number of auto- 
mobiles. 

Similarly, let 
n  

U2= M+ S 3 / 2 ~ 4
i-1 

where M, xi,and n are defined as before. 
Three comments should be made about these utility func-

tions: (1) without linear utility (say with logarithmic utility) one 
geta needlessly mired in algebraic complication. (2) The use of 
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linear utility allows a focus on the effects of asymmetry of informa- 
tion; with a concave utility function we would have to deal jointly 
with the usual risk-variance effects of uncertainty and the special 
effects we wish to discuss here. (3) U1 and U2 have the odd char- 
acteristic that the addition of a second car, or indeed a kth car, 
adds the same amount of utility as the first. Again realism is sacri- 
ficed to avoid a diversion from the proper focus. 

To continue, it is assumed (1) that both type one traders and 
type two traders are von Neumann-Morgenstern maximizers of 
expected utility; (2) that group one has N cars with uniformly 
distributed quality x, 0 5 x 5 2 ,  and group two has no cars; (3) that 
the price of "other goods" M is unity. 

Denote the income (including that derived from the sale of 
automobiles) of all type one traders as Y1 and the income of all 
type two traders as Y2. The demand for used cars will be the sum 
of the demands by both groups. When one ignores indivisibilities, 
the demand for automobiles by type one traders will be 

D l  = Y ~ / P  P/P >1  
D l  = O  P/P <1.  

And the supply of cars offered by type one traders is  
(1) S ~ = P N / ~  p 5 2  
with average quality 
(2) p =  P/2. 
(To derive (1) and (2), the uniform distribution of automobile 
quality is used.) 

Similarly the demand of type two traders is 
D2 = Y~/P  3 ~ / 2>P 
D2 = O  3 ~ / 2<P 

and 
s, =0. 

Thus total demand D (p, P) is 
D(P, P) = ( Y P + ~ I ) / P  if p < p  
D (P, P) =Y ~ / P  if ~ < p < 3 p / 2  
D(P, P) =o  if p >  3 ~ / 2 .  

However, with price p, average quality is p/2 and therefore a t  no 
price will any trade take place a t  all: in spite of the fact that at 
any given price between 0 and 3 there are traders of type one who 
are willing to sell their automobiles a t  a price which traders of type 
two are willing to  pay. 
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When Is the Government Spending Multiplier Large?5 

 

ABTRACT 1 

There is a large literature that uses general equilibrium models to study the size of the 
government-spending multiplier. We investigate the size of the multiplier in a dynamic, 
stochastic, general equilibrium model in which the multiplier is quite modest if the nominal 
interest rate is governed by a Taylor rule. When such a rule is operative, the nominal interest 
rate rises in response to an expansionary fiscal policy shock that puts upward pressure on 
output and inflation. We find that the government-spending multiplier can be much larger 
than one when the nominal interest rate does not respond to an increase in government 
spending. Our model is consistent with the behavior of key macro aggregates during the 
recent financial crisis. 

 

 

 

ABSTRACT 2 

We argue that the government-spending multiplier can be much larger than one when the 
zero lower bound on the nominal interest rate binds. The larger the fraction of government 
spending that occurs while the nominal interest rate is zero, the larger the value of the 
multiplier. After providing intuition for these results, we investigate the size of the multiplier 
in a dynamic, stochastic, general equilibrium model. In this model the multiplier effect is 
substantially larger than one when the zero bound binds. Our model is consistent with the 
behavior of key macro aggregates during the recent financial crisis. 
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Risk Aversion and Expected-Utility Theory: A 
Calibration Theorem6 

 

ABTRACT 1 

The theorem presented in this paper places an upper bound on the rate at which utility 
increases above a given wealth level, and a lower bound on the rate at which utility decreases 
below that wealth level. Importantly, the theorem shows that, within the expected-utility 
model, anything but virtual risk neutrality over modest stakes implies manifestly unrealistic 
risk aversion over large stakes. The theorem is entirely ‘‘non-parametric,’’ assuming nothing 
about the utility function except concavity. Hence, an expected-utility maximizer with CARA 
preferences who turns down 50/50 lose $1,000/gain $1,200 gambles will only be willing to 
keep $8,875 of her portfolio in the stock market, no matter how large her total investments in 
stocks and bonds. If she turns down a 50/50 lose $100/gain $110 bet, she will be willing to 
keep only $1,600 of her portfolio in the stock market — keeping the rest in bonds (which 
average 6% lower annual return). 

 

 

ABSTRACT 2 

Within the expected-utility framework, the only explanation for risk aversion is that the 
utility function for wealth is concave: A person has lower marginal utility for additional 
wealth when she is wealthy than when she is poor. This paper provides a theorem showing 
that expected-utility theory is an utterly implausible explanation for appreciable risk aversion 
over modest stakes: Within expected-utility theory, for any concave utility function, even 
very little risk aversion over modest stakes implies an absurd degree of risk aversion over 
large stakes. Illustrative calibrations are provided. 
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In this section, we develop a proxy for local knowledge about the EITC in four steps. 

First, we document sharp bunching at the first kink of the EITC schedule by self-

employed individuals in the aggregate income distribution. Second, we show that the 

degree of sharp bunching varies significantly across neighborhoods. Third, we show that 

much of this spatial variation appears to be driven by differences in knowledge about the 

refund-maximizing kink of the EITC schedule. Finally, we show that individuals in low-

bunching areas are unaware not only of the refund-maximizing kink but behave as if the 

EITC does not affect their marginal tax rates at all income levels. Together, the results in 

this section establish that self-employed sharp bunching is a proxy for local knowledge 

that satisfies Assumption 1 above. 

 


